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Abstract

Off-policy reinforcement learning suffers from the aleatoric impulse—a transient
surge in value overestimation arising from intrinsic noise in empirical value estima-
tion. Previous algorithms either overlook this issue or mitigate it through heuristic
strategies, which inevitably introduce hyperparameter sensitivity and asymptotic
inconsistency. To address this, we propose Direct EvidentiAl Regression (DEAR)
, a generalized operator that uses an exponential moving average (EMA) anchor
to explicitly quantify the higher-order aleatoric uncertainty of arbitrary estimators
in an end-to-end manner. Building upon DEAR, we develop AlextbfAleatoric
Impulse Damping via Direct Evidential Regression (AIDER) which restructures
the critic network to directly learn aleatoric value uncertainty. This principled
uncertainty estimate eliminates the need for heuristic annealing schedules and nat-
urally provides both a robust pessimistic target bound and a dynamic exploration
bonus. Extensive experiments on MuJoCo, the DeepMind Control Suite, and a
vehicle longitudinal tracking task demonstrate that AIDER achieves state-of-the-art
performance on challenging dynamic benchmarks, consistently outperforming its
predecessor DSAC-AID and other strong baselines.

1 Introduction

Deep reinforcement learning has achieved remarkable success across a wide range of complex
sequential decision-making tasks [1} 2} 3, 4]. However, addressing the severe overestimation bias of
action-values remains a fundamental challenge for stable off-policy optimization [S]. The root cause
of this vulnerability lies in the intrinsic uncertainty associated with empirical value estimation. While
modern ensemble-based algorithms have proven highly effective at mitigating epistemic uncertainty,
which arises from structural model inaccuracies, they fundamentally struggle with the irreducible
aleatoric uncertainty inherent in environmental and policy stochasticity [6]. During the early stages
of training, the resonance of high policy stochasticity with severe data scarcity acutely amplifies this
intrinsic noise. This amplification triggers a transient but destructive overestimation surge, defined as
the aleatoric impulse, which directly misleads the agent toward suboptimal actions [[/].

Despite advancements in distributional reinforcement learning, existing methods remain structurally
vulnerable to this impulse. Approaches such as DSAC-T [8]] and IV-RL [9]] implicitly encapsulate
the critical aleatoric uncertainty within the learned total return uncertainty, yet they fail to isolate
it for target rectification. Instead, this information is confined solely to gradient modulation. We
argue that such indirect mitigation, akin to network regularization in BRO [10]], merely attenuates
noise propagation but fails to rectify the inflated targets at their source. Conversely, while methods
like DoubleGum [11]] and DSAC-AID [7] attempt to enforce explicit penalization, they suffer
from a fundamental structural misalignment. Specifically, they rely on heuristically expressing
the critical aleatoric value uncertainty indirectly through the learned aleatoric return uncertainty.
This indirect reconstruction inherently necessitates complex heuristic scaling, which introduces
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severe hyperparameter sensitivity and asymptotic inconsistency, ultimately failing to provide a robust,
generalized solution.

Fundamentally resolving these structural bottlenecks necessitates a paradigm shift toward directly
estimating the value uncertainty, which is intrinsically a higher-order uncertainty. Evidential learning
naturally aligns with this distinct property by modeling a higher-order distribution emerging as the
ideal paradigm for the network to directly quantify its own estimation variance [12]. However, existing
evidential learning frameworks are predominantly tailored for discrete spaces, such as classification
tasks [[13}[14]. While some recent extensions attempt to address continuous domains, their modeling
mechanisms remain highly heuristic [15]]. These continuous approaches are typically limited to rough
out-of-distribution (OOD) detection and fundamentally lack the capacity to accurately estimate the
precise higher-order aleatoric uncertainty required for target rectification |16} [17].

To transcend these limitations, we propose Direct EvidentiAl Regression (DEAR), a generalized
target-anchored evidential learning paradigm. By utilizing an Exponential Moving Average (EMA)
of the network weights to construct a stable empirical anchor, and formulating the optimization as a
higher-order distribution matching problem, this universal operator leverages temporal consistency
to learn the parameter estimation variance directly and end-to-end, completely bypassing heuristic
approximations. By seamlessly embedding the DEAR operator into DSAC-AID, we further propose
AIDER (Aleatoric Impulse Damping via Direct Evidential Regression) mechanism. Within this fully
integrated framework, the directly learned aleatoric uncertainty is directly added to the epistemic
uncertainty to obtain the total value uncertainty. This total uncertainty is then utilized for overestima-
tion penalization and exploration encouragement, completely eliminating the reliance on complex
heuristic annealing.

The main contributions of this work are twofold: (1) We propose a generalized DEAR operator.
By bypassing the mathematical rigidity of traditional conjugate priors and utilizing EMA-driven
empirical anchors, this paradigm provides a universal, end-to-end solution for quantifying the higher-
order aleatoric uncertainty of arbitrary parametric estimators. (2) Building upon this generalized
operator, we develop the AIDER mechanism. By directly learning the value uncertainty, AIDER
gracefully tames the aleatoric impulse, achieving state-of-the-art robust evaluation and efficient
exploration without any hyperparameter sensitivity or heuristic annealing schedules.

2 Preliminaries

2.1 Problem Formulation

We consider a standard reinforcement learning setting formulated as a Markov Decision Process
(MDP) (S, A, p,r,7), where s € S and a € A represent the state and action, respectively [18].
The dynamics are governed by the transition probability p(s’|s, a) and the reward function 7(s, a).
The agent aims to learn a policy 7(a|s) that maximizes the maximum entropy objective: J(m) =
E[> 207 (re + aH(m(-|s¢)))], where « is the temperature parameter controlling the stochasticity
of the optimal policy.

2.2 Aleatoric Impulse

In off-policy reinforcement learning, the true action-value is inherently deterministic, defined as
the theoretical expectation of the return distribution: Q(s,a) = E[Z(s,a)]. In practice, however,
algorithms approximate this true value using an empirical estimator (), parameterized by an ensemble
of m finite neural networks trained on n effective samples:

m n

1
Q(s,a) = m ;;Zij, where z;; ~ Zy, (s, a). €))

Here, n essentially characterizes the evidence count, reflecting the effective number of visits to the
specific state-action pair (s, a). Applying the Law of Total Variance to this empirical estimator allows



for the theoretical decoupling of the total value uncertainty Var(Q) into two distinct components:

1
Var[Q(Sa a’)] ~ Varg [Q@ (87 a)] + m Eq [Var[ZQ(Sv (L)H ) (2)
— ) —
Epistemic Aleatoric uncertainty of Z

Aleatoric uncertainty of @

These components originate from distinct sources: epistemic uncertainty reflects structural disagree-
ment among ensemble estimators due to diverse network initializations, whereas aleatoric uncertainty
stems from inherent environmental and policy stochasticity. Crucially, the scaling factor 1/n dic-
tates that the impact of the irreducible return uncertainty Var(Zy) on the value estimator is strictly
modulated by the effective evidence count n.

This relationship reveals the origin of the aleatoric impulse. During early training, highly stochastic
exploratory policies maximize return uncertainty, while severe data scarcity minimizes n. This
combination sustains 1/n at a critically high level, directly amplifying intrinsic noise into a mas-
sive, transient surge in total value uncertainty. Through the maximization operator, this statistical
impulse induces a severe overestimation bias, misleading the agent toward suboptimal actions and
fundamentally derailing the learning trajectory.

3 Direct Evidential Regression

To bypass heuristic schedules common in traditional evidential regression, we propose a streamlined
and principled framework termed Direct EvidentiAl Regression (DEAR). In this section, we establish
this framework within a general parameter estimation setting, directly demonstrating its universality.

3.1 Methodology

Let x¢ denote a general parameter estimator parameterized by an online neural network with weights
6. To capture the aleatoric uncertainty inherent in the estimation process, we model zy as a Gaussian
random variable, x4 ~ N (piz, 02).

Higher-order mean. To approximate the latent mean ji,,, we introduce a target network param-
eterized by . This network serves as a stable empirical anchor and is maintained by tracking the
online weights 6 via an Exponential Moving Average (EMA): 6 < 76 + (1 — )6, where T € (0, 1)
denotes the smoothing coefficient.

Higher-order variance. Concurrently, an auxiliary prediction head o, ¢ is appended to the online
network to parameterize the variance o2. It is optimized using a Gaussian Negative Log-Likelihood
(NLL) objective:

)2
L(9) = w n %log o2, 3)

where sg|-| denotes the stop-gradient operation, ensuring that the gradient is not backpropagated
through the online estimator x4 in this objective.

3.2 Toy Experiment

To make the role of Direct Evidential Regression (DEAR) more transparent, we conduct a small-scale
toy regression experiment as a mechanistic and visual complement to the full reinforcement learning
results. This experiment is not intended to replace the MuJoCo and DMC benchmarks; instead, it
isolates the uncertainty decomposition behavior of DEAR in a controlled setting, so that we can
directly inspect whether the learned uncertainty rises in data-sparse regions and whether the fitting
trajectory remains stable during training.

Connection to reinforcement learning. Although the toy task is one-dimensional, it captures the
core ingredients that matter for critic learning in off-policy reinforcement learning. The nonlinear
target function plays the role of a local slice of the action-value landscape, while the gradual expansion
of observed samples mimics the fact that replay support grows over training. Under this analogy, the
center region corresponds to frequently visited state-action pairs, whereas the outer region behaves



DEAR staged learning with staged data exposure (center -> edge)
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Figure 1: Training-time visualization of DEAR under staged data exposure. DEAR gradually extends
the fitted curve from the data-rich center to the sparse outer region while maintaining a smoother
uncertainty profile.

like sparsely covered or out-of-distribution (OOD) inputs. Therefore, a desirable uncertainty estimator
should fit accurately in well-covered regions and increase uncertainty near poorly supported regions.

Experimental setup. We generate noisy observations from
y=2"+¢  e~N(0,3%), )

with training inputs sampled from 2 € [—4, 4] and evaluation conducted on the wider interval [—6, 6]
in order to explicitly expose OOD behavior. To mimic the progressive expansion of replay coverage
in reinforcement learning, the training data are revealed in a staged manner from the center to the
edge according to 30%, 70%, and 100% of the full dataset. The three stages are trained for 150, 150,
and 200 epochs, respectively.

For DEAR, we use a 5-member ensemble, where each member predicts a mean together with two
aleatoric components: a low-order term and a higher-order term. The ensemble variance is used
as epistemic uncertainty, and the total predictive uncertainty is computed as the sum of epistemic,
low-order aleatoric, and higher-order aleatoric terms. As a baseline, we additionally implement
Deep Evidential Regression (DER) with the standard Normal-Inverse-Gamma parameterization and
evidential regularization. For a fair comparison, DER is also evaluated with 5 random seeds and
summarized with mean and standard deviation.

Training-time visualization. Figure [T|and Figure [2] visualize the staged learning process of DEAR
and DER. In each plot, darker blue points indicate more recently observed samples. This design
lets us simultaneously inspect the fitting trajectory, the order of data exposure, and the evolution of
uncertainty.

Two observations are especially important. First, as more edge samples are revealed, DEAR expands
its fitted curve smoothly toward the true cubic trend, which is consistent with the desired behavior of
a critic whose value support improves as the replay buffer grows. Second, the uncertainty in DEAR
is clearly higher in regions with fewer observed samples, especially near the boundary and outside
the training interval. This is exactly the qualitative pattern we expect if the method is capturing
data-dependent unreliability rather than simply inflating uncertainty everywhere.

Final comparison. Figure [3|and Figure ] show the final fitting result and the uncertainty decompo-
sition after training. DEAR achieves a visibly tighter fit to the ground-truth function and exhibits a
more structured decomposition: the low-order aleatoric term stays relatively stable in the covered
region, while the higher-order term becomes more prominent where the model has less reliable



DER staged learning with staged data exposure (center -> edge)
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Figure 2: Training-time visualization of DER under staged data exposure. DER also reacts to unseen
regions, but its uncertainty magnitude fluctuates more strongly across the training stages.
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Figure 3: Final predictive fit comparison between DEAR and DER. DEAR yields lower fitting error
over the full evaluation range.

support. In contrast, DER also raises uncertainty outside the training region, but the magnitude is
considerably less stable.

Quantitative results. To reduce the influence of single-run randomness, we report 5-seed statistics
in Table m DEAR achieves a lower RMSE than DER (18.93 4 0.81 vs. 23.64 & 2.24), indicating
better overall fitting quality. More importantly, its in-domain total uncertainty remains compact
(3.17 £ 0.07), while its OOD uncertainty rises to a moderate but consistent level (7.69 + 1.18). DER,
by contrast, exhibits much larger cross-seed variation in the OOD region (21.26 &£ 20.04), suggesting
that its evidence calibration is less stable in this setting.

Overall, the toy experiment supports the main motivation behind DEAR. The method not only
provides a clearer decomposition of uncertainty, but also produces uncertainty estimates that are
more aligned with data coverage: uncertainty remains controlled in well-observed regions and rises
in sparse or OOD regions. This behavior is precisely what is needed when transferring DEAR to
critic learning, because the resulting aleatoric estimate can be used downstream to damp unreliable
target values and to explain why the full AIDER algorithm is able to suppress aleatoric impulse more
robustly than heuristic evidential baselines.
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Figure 4: Final uncertainty decomposition comparison between DEAR and DER. DEAR shows a
more stable uncertainty shape in the OOD region.

Table 1: Five-seed summary of the toy experiment. Lower RMSE is better.

Method RMSE | Mean total std |  In-domain std OOD std

DEAR  18.93+£0.81 4.67+£0.39 3.17£0.07 7.69+1.18
DER 23.64 £2.24 9.60 + 6.94 3.78 £0.39  21.26 £20.04

4 Aleatoric Impulse Damping via Direct Evidential Regression

While aleatoric impulse varies drastically across the state-action space depending on local visitations,
existing damping mechanisms rely on global proxy variables, failing to capture this microscopic het-
erogeneity. To resolve this bottleneck, we propose Aleatoric Impulse Damping via Direct Evidential
Regression (AIDER) by integrating DEAR.

4.1 Evidential Critic Augmentation

Within the DSAC architecture, we restructure the action-value function into an evidential neural
network. Alongside the conventional modeling of the return distribution Z ~ N (Qy,, afle_z’ 9,)» the
i-th critic network is augmented with an additional output head. Instead of predicting the aleatoric
value uncertainty directly, this head is designed to explicitly estimate the evidence count, ng, (s, a).
The aleatoric value uncertainty is subsequently parameterized through the structural relationship:

Uz?le—qﬂi (57 a’) = O-gle-z,ei (55 a)/nei (8’ (1). (%)
Since evidence counts are stabler than aleatoric value uncertainty, this specific architectural design
effectively mitigates the potentially disruptive impact of the DEAR loss gradients on the shared
feature representation layers. Given that standard DSAC intrinsically relies on target networks
parameterized by 6; to stabilize value backups, this derived variance term O—fle-q,ei is specifically
designed to quantify the uncertainty of the target value Qg,, rather than the online estimate Qy, .
Following DEAR, we maintain a higher-order target network 0; updated via EMA. Consequently,

the target value estimator is explicitly modeled as a Gaussian distribution centered around this
higher-order anchor: Qy, (s, a) ~ N'(Q; (s,a), afle_q’g% (s,a)).

4.2 Evidential Critic Learning

Following the proposed DEAR paradigm, we directly optimize this evidential parameterization by
formulating it as a Negative Log-Likelihood (NLL) minimization problem. To empirically stabilize
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Figure 5: The critic framework of DSAC-AIDER. (a) Temporal evolution: Over training iterations
(top to bottom), the accumulation of state-action visitations expands the evidence count n, driving
the convergence of the discrete evidential distribution. Consequently, both epistemic uncertainty
(0epi) and aleatoric value uncertainty (0 ae-q) naturally diminish, narrowing the total value uncertainty.
(b) Optimization pipeline: The underlying training workflow of the critic networks in (a). (c)
Single-pass parameterization: The microscopic implementation of the network forward pass in (a).

the training process and prevent potential gradient explosion or variance collapse, the objective is
scaled by the expectation of the learned variance, E[afle_q 9,]- The new evidential loss for the i-th
critic network is thus explicitly defined as:

(QO; (57 a) - Qéi (57 a))2

20,36_%% (s,a)

1
j]Z)EAR(Gi) =Ep [O-fle—q,ei (8, a)] ‘Ep l( + 5 1Og Ua216»q,0i (87 a’)) ] (6)

This pure end-to-end mechanism drives the critic to autonomously calibrate the aleatoric value
uncertainty afle_q, 0; (s, a) based strictly on the temporal consistency of its predictions. Consequently,
this evidential objective seamlessly integrates with the base distributional reinforcement learning
framework. The total loss for optimizing the critic network is simply formulated as the summation of

the original value regression loss and the newly introduced evidential loss:

JPSACAIDER () — gDSAC-AID .y 4 7DEAR (g )

4.3 Uncertainty Utilization

Once the explicitly parameterized aleatoric value uncertainty is learned, we can accurately quantify
the total value uncertainty without relying on any heuristic scaling. Specifically, we first compute
the expected aleatoric value variance across the critic ensemble as crfle_q(s, a) = Ey, [O’fle_q’ 0, (5, a)].
The total value uncertainty o (s, a) is then rigorously constructed by combining this directly learned
aleatoric component with the epistemic uncertainty derived from the ensemble disagreement:

0Q(5,0) = /o2 (5.a) + 7By (5,0) ®)

With ¢ (s, a) explicitly derived, its subsequent integration strictly follows the original AID mech-
anism. It gracefully substitutes the heuristically scaled uncertainty component of the previous
generation, serving directly as the core penalty term to construct the pessimistic target bound for
stable value evaluation, while concurrently acting as the dynamic exploration bonus for the decoupled



behavioral policy. This complete integration preserves the robust overestimation suppression and
efficient exploration capabilities of the original architecture, yet entirely eliminates the complex
closed-loop annealing schedules and hyperparameter sensitivity.

4.4 Pessimistic Evaluation

The critic maintains an ensemble of m evidential networks {6; }" ,, each modeling the return distri-
bution as Zp, ~ N'(Qq,, 03, ¢.)» Where o2, o captures the inherent aleatoric return uncertainty.

For brevity in the gradient analysis below, we denote 031: =02, g,- Leveraging this ensemble, we

derive the aggregated mean value from the target networks as: Q(s,a) = =>""" Qg (s,a). The
epistemic uncertainty is isolated from the ensemble disagreement as:

m

agpi(s, a) = o [Qgi(s,a) - Q(s, a)}z. 9)

om—14
i=1
Based on this decoupled metric together with the evidential aleatoric value uncertainty afle_q, we
construct a pessimistic target and implement a gradient modulation scheme to stabilize learning.

Pessimistic target. Aligning with our theory, we construct a lower confidence bound based on
total value uncertainty to rectify the overestimation bias. This formulation explicitly integrates the
aleatoric component with the epistemic one to effectively damp the aleatoric impulse. The enhanced
critic target is defined as

Yo =1 +7|Q(s",d') = Mpog(s',a') —alogmg(a’ | s')|, (10)

where the confidence coefficient Apg provides controllable pessimism. Here o (s’, a’) incorporates
the evidential aleatoric value uncertainty in place of any heuristic scaling. Under the specific setting
of i g =1/ V2 and m = 2, the above total uncertainty recovers the standard CDQ formulation as a
special case.

Gradient modulation. The optimization of distributional value estimation inherently scales gradi-
ents by the inverse of the learned variance agi. In standard approaches like DSAC-T, the reliance on
a shared target compels the learned variance to capture the total return uncertainty, which inherently
entangles both aleatoric and epistemic components. To ensure the model learns a clean aleatoric
distribution, op, must track an independent sub-target y.,:

(11)

— Lo (! ’
Yz, =7+ (25, —alogmy(a' | ¢)) oy ~ 25, (1s"a")’
Since this target limits o, to capture only aleatoric uncertainty, the standard inverse-variance scaling
fails to dampen value updates in the presence of epistemic uncertainty. To enforce conservatism
against out-of-distribution samples, we explicitly incorporate the epistemic uncertainty into the
gradient scaler for the mean (Qg,. The resulting modulated gradients are formulated as:

EB[O’2_ + 0'2 i] E’B [02‘] (yZi - Q9¢)2 - 02’
Vei Jz =~ Eg %(yq - Qe'i)eri - 2 o = vaei , (12)
09, + Oepi %, 70

where oj + crfpi estimates the total uncertainty of Zy,. In contrast, the update for oy, remains scaled
only by its own output, ensuring that the learning of aleatoric uncertainty is not hindered by epistemic
uncertainty, allowing the model to swiftly capture the true noise distribution even in early training

stages.

4.5 Optimistic Exploration

To empower the critic with the sufficient pessimism necessary to completely eliminate the aleatoric
impulse, the accompanying risk of excessive underestimation must be proactively neutralized. Oth-
erwise, it will inevitably force the policy to retreat into low-uncertainty action zones, abandoning
high-potential regions. To counterbalance this, we decouple the actor into a target policy 7 for
stable value backup and a behavior policy 7 for active exploration, parameterized by ¢ and ¢ .



For mp, we aim to achieve risk neutrality with respect to inherent stochasticity while ensuring
robustness against model ambiguity. Thus, 77 maximizes the Q-value penalized solely by epistemic
uncertainty:

Jrp(07) = EgoBramns [Q(S, @) — AL 0cpi(s, a) — alogmy, (a | s)]. (13)

In contrast, 7 is designed to strictly counterbalance the critic’s suppression. It incorporates an upper
confidence bound based on the total value uncertainty:

Jrp(0B) = EsnBamrp [Q(s, a) + Au 0g(s,a) — alogmy, (a | s)}, (14)

where the confidence coefficient Ayg controls optimism. Crucially, since o inherently contains the
learned evidential aleatoric value uncertainty Uazle_q, this optimism symmetrically counterbalances the
critic’s pessimism, ensuring precise compensation for the aleatoric suppression.

S Experiments

In this section, we conduct a comprehensive empirical evaluation of DSAC-AIDER across two dis-
tinct domains. First, we benchmark against state-of-the-art algorithms on standard high-dimensional
continuous control tasks (Section [5.2)), establishing the general efficacy of our method. Subse-
quently, we deploy DSAC-AIDER on a practical four-wheel-drive vehicle longitudinal tracking task
(Section[5.3)), demonstrating its applicability to real-world engineering problems. This two-tiered
structure—general benchmark followed by specific application—provides a holistic assessment of
DSAC-AIDER'’s capabilities.

5.1 Experimental Setup

Baselines. We evaluate DSAC-AIDER against ten representative algorithms categorized into two
paradigms: (1) model-free baselines, including classic PPO [19]] and SAC [20], state-of-the-art
distributional methods DSAC-T [8]], DoubleGum [[11]], and BRO [10], as well as the most closely
related predecessor DSAC-AID [7]; and (2) model-based baselines, comprising state-of-the-art
off-policy approaches DreamerV3 [21]], TD-MPC?2 [22], BMPC [23]], and BOOM [24]. Including
DSAC-AID as a baseline isolates the specific contribution of the DEAR operator and the direct
evidential uncertainty estimation over the original heuristic annealing mechanism.

Benchmarks. We evaluate on two distinct types of environments. For the standard benchmark
(Section[5.2), DSAC-AIDER is tested on a challenging suite of 10 high-dimensional locomotion
tasks drawn from MuJoCo [25] continuous control suite in OpenAl Gym [26]] and the DeepMind
Control Suite (DMC) [27]. The selected 3 Gym-MuJoCo tasks and 7 DMC tasks feature three of the
most complex agents, including humanoid, ant, and dog. These tasks demand sophisticated balance
and coordination in high-dimensional observation and continuous action spaces. For the vehicle
control application (Section [5.3)), we construct a custom four-wheel-drive longitudinal dynamics
environment, whose specifications are described therein.

5.2 Comparative Evaluation on Standard Benchmarks

We first evaluate DSAC-AIDER against the competitive baselines on the standard MuJoCo and
DMC locomotion benchmarks. This section reports the head-to-head comparison across all 10 tasks,
including training curves and the corresponding total average return (TAR) metrics.

Results on Gym-MuJoCo. On the two Gym-MuJoCo tasks, DSAC-AIDER shows competitive
performance against strong model-free baselines. On Humanoid-v3, DSAC-AIDER achieves the best
TAR of 12.177 £ 0.563k, outperforming DSAC-AID by approximately 4.6% and improving over
DSAC-T by approximately 12.5%. This result indicates that the proposed direct evidential uncertainty
estimation is beneficial for high-dimensional humanoid locomotion, where unstable value estimation
can easily degrade policy learning. On Ant-v3, DSAC-AIDER obtains 8.300 £ 0.073k, ranking
second behind DSAC-AID, while still outperforming PPO, SAC, DSAC-T, BRO, and DoubleGum.
The normalized average score on the two Gym-MuJoCo tasks is 0.821 £ 0.029 for DSAC-AIDER,
which remains competitive but is lower than DSAC-AID’s 0.890 £ 0.118.

Results on DMC Suite. On the four DMC Suite tasks, DSAC-AIDER achieves the best normalized
average performance among all model-free algorithms, obtaining 0.871 £ 0.137 compared with
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Figure 6: Training curves of model-free algorithms on standard benchmarks. The solid lines
represent the mean, while the shaded regions indicate the confidence interval over multiple seeds.

0.853 £ 0.170 for DSAC-AID and 0.796 = 0.197 for DoubleGum. At the task level, DSAC-AIDER
performs especially well on dynamic locomotion tasks. On Dog-run, it achieves the best TAR of
870.6+5.1, slightly exceeding DSAC-AID and substantially improving over DSAC-T. On Humanoid-
run, DSAC-AIDER obtains 648.1 + 22.9, outperforming DSAC-AID by approximately 12.7% and
DSAC-T by approximately 37.0%. For standing tasks, DSAC-AIDER remains highly competitive,
ranking second on both Dog-stand and Humanoid-stand with scores of 995.7 4= 2.0 and 969.5 & 3.2,
respectively. These results indicate that DSAC-AIDER is particularly advantageous in more dynamic
and unstable locomotion scenarios, where accurate uncertainty estimation is critical for suppressing
value overestimation and maintaining stable exploration.

Comparison with DSAC-AID. Compared with its predecessor DSAC-AID, DSAC-AIDER re-
places the heuristic uncertainty scaling mechanism with the DEAR-based direct estimation of aleatoric
value uncertainty. The empirical results show that this modification brings clear gains on several
challenging dynamic tasks. In particular, DSAC-AIDER improves over DSAC-AID on Humanoid-v3,
Dog-run, and Humanoid-run, and achieves a higher normalized average score on the four DMC Suite
tasks. The improvement is most pronounced on Humanoid-run, where DSAC-AIDER increases TAR

10



Table 2: Total Average Return (TAR) of model-free algorithms on DMC Suite and Gym-MuJoCo
tasks. Mean + Std over multiple seeds. Gym-MuJoCo values are in k (10%). Darker Blue = best,
Lighter Blue = second-best. The average scores of individual benchmarks () are normalized by
task-specific thresholds before averaging.

Task PPO SAC DSAC-T BRO DoubleGum DSAC-AID DSAC-AIDER (ours)
Ant-v3 (k) 6.213 +0.1516.433 40.806 7.086 +0.260  8.251 +0.057 7.475 +0.021 10.029 -+0.440 8.300 +0.073
Humanoid-v3 (k) 6.869 +1.5639.389 +0.64610.829 +0.243 10.974 +0.345 10.849 +0.850 11.643 +0.218 12.177 +0.563
AVG. Gym-MuJoCoT 0.540 +0.1110.635 +0.065 0.715 +0.023  0.778 £0.050  0.735 £0.042  0.890 +0.118 0.821 +0.029
Dog-stand 479.3 £85.6 790.4 +773 966.5 +254  992.5 +2.3 992.7 +138 996.9 +0.1 995.7 +2.0
Dog-run 85.6 +13.8 372.4 £108.0 558.0 £124.9  696.0 £20.7  699.6 +37.1 868.2 +6.0 870.6 +5.1
Humanoid-stand 15.6 +£93 907.5 £159 933.3 £2.0 961.5 +5.7 966.7 +3.2 973.0 +0.3 969.5 +32
Humanoid-run 6.8 £37 3949 +469 473.0 +490 4753 +519  523.6 +42.1 575.0 +56.7 648.1 +229
AVG. DMC Suite’ 0.147 +£0.1990.616 +0.247 0.733 +0.230  0.781 +0.213  0.796 +0.197  0.853 +0.170 0.871 +0.137

from 575.0 £ 56.7 to 648.1 £ 22.9, suggesting that directly learned value uncertainty provides a more
reliable penalty and exploration signal in highly unstable locomotion tasks. Meanwhile, DSAC-AID
still performs slightly better on Ant-v3, Dog-stand, Humanoid-stand, and the Gym-MuJoCo average.
Overall, these results suggest that AIDER does not uniformly dominate the previous AID mechanism
on every benchmark, but it improves performance and stability on the more challenging dynamic
locomotion tasks and leads to the best average performance on the DMC Suite benchmark.

5.3 Application to Vehicle Longitudinal Control

To further validate the practical utility of DSAC-AIDER beyond simulated benchmarks, we deploy
the algorithm on a custom four-wheel-drive (4WD) longitudinal vehicle dynamics environment.
Unlike the standard locomotion tasks where the agent learns to coordinate limb movements, this
task requires precise continuous control of wheel torques to track a time-varying reference speed,
representing a distinct category of engineering-relevant control problems.

5.3.1 Task Description

The environment is built upon the GOPS framework [28] and models a vehicle with independent
torque control at each of the four wheels. The state space comprises the longitudinal velocity v,
acceleration a,, velocity tracking error vey, the four wheel torques T3, 1%, Ty, 11, and a 10-step
preview horizon of the reference speed, providing the agent with look-ahead information of the target
trajectory. The action space is four-dimensional, representing the commanded motor torque for each
wheel, bounded within [—1500, +2000] N-m. The control operates at 100 Hz (At = 0.05 s) and each
episode spans 1000 steps. Experiments are conducted on an AutoDL cloud platform equipped with
an RTX 3090 GPU, Docker containerization, and CUDA 12.1.

The reference speed profile is sinusoidal with a mean of 20 m/s and an amplitude of 3.0 m/s, yielding a
feasible tracking range of 17-23 m/s. This design simulates realistic driving scenarios with continuous
speed variations. To avoid the sparse-penalty collapse observed in early training iterations, the reward
function is carefully shaped with three components: (i) a direction-matching bonus that encourages
the correct sign of the total torque relative to the velocity error; (ii) a speed-matching bonus that

grants +200 when |ve,| < 1 m/s; and (iii) soft penalties for tracking error magnitude and control jerk.

The total reward is scaled by 0.1 to stabilize the distributional Q-value targets.

5.3.2 Training Dynamics

Figure [/| presents the training curves of DSAC-AIDER on the Veh4WD tracking task. The training
converges at approximately 100k iterations. The mean Q-value rises from an initial negative estimate

to approximately +1671, indicating that the critic successfully learns a positive value landscape.

The Total Average Return (TAR) stabilizes around 416,333 after 50k steps. Concurrently, the policy
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Table 3: Tracking performance of DSAC-AIDER on the Veh4WD task, evaluated over 5 independent
test episodes (2000 steps each).

Metric Value
TAR 416,333
RMSE (m/s) 0.349
MAE (m/s) 0.272
Tracking Accuracy ~1.5%
Policy Std (final) 0.60

Episode Completion  5/5 (100%)

standard deviation decays from an exploratory level of 1.65 to a near-deterministic 0.60, reflecting
the agent’s progressive transition from exploration to exploitation as tracking proficiency improves.

(A) Mean Q-Value (B) Entropy Temperature (a)
1750
2.5
1500
1250 20
1000
o
3 21s
T 750 &
: <
o
500 10
250
0.5
0
—250 , ; . . : 0.0 + . . - -
0 25 50 75 100 125 150 0 25 50 75 100 125 150
Iteration (x103) Iteration (x103)
(C) Total Average Return (TAR) (D) Policy Std (Exploration)
400 16
300 14
o o
g 200 212
z 3
x 100 S
E [\ S 10
0
v
-100 J 06

0 25 50 75 100 125 150 0 25 50 75 100 125 150
Iteration (x103) Iteration (x103)

Figure 7: Training curves of DSAC-AIDER on the Veh4WD longitudinal tracking task (first
150k steps). (A) Mean Q-value, rising from negative to approximately +1671. (B) Entropy tem-
perature «, automatically tuned to balance exploration and exploitation. (C) Total Average Return
(TAR), stabilizing around 416,333 after 50k steps. (D) Policy standard deviation (exploration noise),
decaying from 1.65 to 0.60.

5.3.3 Tracking Performance

We evaluate the trained policy over five independent episodes, each spanning 2000 steps. All
five episodes complete the full horizon without premature termination. Table [3] summarizes the
quantitative tracking metrics. The policy achieves a mean Root Mean Square Error (RMSE) of
0.349 m/s and a mean Mean Absolute Error (MAE) of 0.272 m/s, corresponding to a tracking accuracy
of approximately 1.5% relative to the target speed range (17-23 m/s). These results demonstrate that
DSAC-AIDER reliably maintains accurate speed tracking across varying reference velocities.

Figure [§] visualizes the tracking behavior during a representative test episode (TAR = 415,752.5).
The top panel shows the actual vehicle speed closely following the sinusoidal reference, remaining
within the +1 m/s tolerance band for the vast majority of the trajectory. The middle panel displays the
four-wheel torque commands, which exhibit coordinated behavior to maintain tracking. The bottom
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panel presents the per-step reward and longitudinal acceleration a,, demonstrating consistent reward
accumulation throughout the episode.
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Figure 8: Simulated speed tracking performance of DSAC-AIDER on a representative test
episode (vamp = 3.0). Top panel: Actual vehicle speed (blue) vs. reference target speed (red dashed),
with the £1 m/s tolerance band shaded in green. Middle panel: Four-wheel torque commands
(Ty, T, Ty, Ti). Bottom panel: Per-step reward (gray bars) and longitudinal acceleration a, (orange
curve). TAR =415,752.5.

Discussion. A notable observation is that the learned policy does not enforce torque symmetry
between the left and right wheels; the net torque imbalance suggests that the agent exploits the
longitudinal model’s lack of yaw dynamics to maintain tracking. While this does not degrade the
reported tracking accuracy, it indicates that the current reward formulation does not penalize physically
implausible torque distributions. Future iterations could incorporate a symmetry regularization term
into the reward function or reduce the action space to a physically constrained torque distribution
to encourage more realistic control strategies. Overall, the vehicle control results demonstrate that
DSAC-AIDER effectively transfers from standard simulated benchmarks to a practical engineering
domain, maintaining stable learning dynamics and accurate tracking performance.

6 Related Work

This section reviews the literature from two synergistic perspectives: aleatoric uncertainty quantifica-
tion and value overestimation suppression.

Aleatoric uncertainty quantification. Existing methods follow two primary paradigms: (1) Distri-
butional regression. This paradigm models the entire return distribution. Existing methods generally
fall into two categories: quantile-based approaches [29,130], which approximate arbitrary distributions
through a discrete set of quantiles, and Gaussian-based approaches [8| 7], which parameterize the
distribution via mean and variance for analytic efficiency. While these methods explicitly represent
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return uncertainty, they typically treat the distribution parameters as point estimates, failing to quantify
the high-order estimation uncertainty inherent in the learning process. (2) Evidential regression. Evi-
dential regression [[15]] parameterizes higher-order distributions within a single sampling-free forward
pass. However, traditional evidential frameworks rely on heuristic regularizing losses to penalize
evidence, which often fails to accurately represent the true underlying uncertainty in non-stationary
prediction. Our DEAR operator addresses this limitation by adopting a target network as an empirical
anchor, bypassing heuristic evidence-curbing in favor of a more grounded and precise estimation of
high-order value uncertainty.

Value overestimation suppression. Approaches for mitigating value overestimation in off-policy
RL primarily follow two paradigms: network and objective regularization. (1) Network regularization.
This paradigm stabilizes approximation via specific architectural constraints, exemplified by Lay-
erNorm [31] in BRO [10], GroupNorm [32] in DoubleGum [[11]] and hyperspherical normalization
in Simba [33]]. Despite their stability benefits, these static structural priors often impose a constant
regularization overhead that may inadvertently restrict model expressivity in low-risk regions. (2)
Objective regularization. This paradigm mitigates overestimation by augmenting the learning objec-
tive with uncertainty constraints or penalties. Implicit approaches leverage structural heuristics or
distributional properties without direct penalty terms, such as TD3 [34] and DSAC-T [8]. Explicit
approaches, conversely, construct quantifiable penalties based on specific uncertainty sources. While
traditional methods often target isolated sources [35} 36} 137]], recent frameworks like DoubleGum [[11]
incorporate both epistemic and aleatoric components. However, DoubleGum targets the total return
uncertainty, which may not perfectly align with the estimation bias of the value function. In contrast,
AID [[7] and AIDER explicitly target the precise total value uncertainty, providing a more direct and
theoretically grounded suppression of overestimation.

7 Conclusion

In this paper, we address the aleatoric impulse—a transient yet destructive value overestimation surge
in off-policy RL, driven by intrinsic estimation uncertainty. To resolve this, we propose DEAR, a
generalized evidential regression operator that uses an EMA anchor to directly quantify higher-order
aleatoric uncertainty end-to-end, bypassing heuristic approximations and rigid conjugate priors.
Building on DEAR, we develop AIDER, which restructures the critic as an evidential network to
explicitly learn aleatoric value uncertainty. This unified total uncertainty (aleatoric + epistemic)
enables robust pessimistic penalization and dynamic exploration, while completely eliminating
complex annealing schedules and indirect variance reconstruction. AIDER achieve state-of-the-art
evaluation stability and efficient exploration across challenging continuous control benchmarks.

8 Team Roles and Responsibilities

To efficiently manage the complexities of theoretical analysis, algorithmic development, and empirical
validation, the project is collaboratively distributed among our eight-member team. The specific
responsibilities are allocated as follows:

* Zhouyang Yu: Serves as project co-coordinator. Primary responsibilities include the
architectural design, core code implementation, and empirical validation of the fundamental
AID framework, alongside overall team coordination.

* Haoyuan Liu: Serves as project co-coordinator. Focuses extensively on the hyperparameter
tuning and algorithmic optimization of the AIDE framework, while assisting in managing
team workflows.

* Zhixin Ren: Leads the theoretical analysis of approximation conditions. Specifically inves-
tigates the conditions under which the uncertainty decomposition in AID holds (analyzing
over/under-estimation trends and mitigation tricks) and conducts the approximation analysis
for the newly proposed evidential learning method in AIDE.

» Kaidi Zha: Explores the integration of the AID framework with Diffusion and Normalizing
Flow models to extend its application to multi-modal policies.

* Hao Fan: Collaborates on the exploration of applying AID to multi-modal policies via
Diffusion/Flow models.

14



* Junlang Zhu: In charge of the validation and empirical analysis of the evidential learning
toy experiments.

* Wuzhe Zhu: Responsible for configuring and setting up the comprehensive benchmark
testing environments. Additionally, handles the evaluation of trained policies and the
rendering of high-quality simulation videos for visual verification of agent behaviors.

* Wei Song: Leads the practical downstream application of the AID mechanism to vehicle
drive-brake cooperative control scenarios. Furthermore, conducts algorithmic tuning and
performance validation for AID, and designs specialized evaluation metrics to accurately
quantify value overestimation.
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